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The Bluetooth system has a unique connection establishment procedure.  Its uniqueness 

is due to the fact that Bluetooth units know nothing about one another prior to 

connection.  It is the goal of Bluetooth to be a universal standard and therefore, any 

Bluetooth-enabled device anywhere in the world should be able to make a connection to 

any other Bluetooth-enabled device.  The following tasks have to be performed by the 

Bluetooth unit for a connection to be established: find out the address of the device to be 

connected to, guess the clock of the device to be connected to, try to find the proper 

frequency to connect to the device using the estimated knowledge of the device’s clock.  

In order to find out the address of the other device a procedure called Inquiry has been 

defined.  In order to make an actual connection to the other device a procedure called 

Paging has been defined. 

 The procedures of Inquiry and Paging can be quite lengthy due to frequency-time 

uncertainties.  Most efficient connection establishment procedures come at a price of high 

power consumption. 
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 In this paper I propose a new way to establish links in a Bluetooth system.  This 

new procedure gets rid of the frequency uncertainty that exists before a connection is 

established.  Timing synchronization matters only because time determines what 

frequency is used at a particular instant.  Since now we know the frequency used at any 

instant a time uncertainty is removed as well. 

 Analysis of most common connection establishment scenarios reveals that the 

new procedure is faster than the old one and less vulnerable to noisy environments.  
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Chapter 1: Introduction 
 

The removal of the cable connections between the mobile phone and its 

accessories was the origin of the Bluetooth concept.  A computer connected to a 

keyboard, a mouse, a pair of loudspeakers, a PDA and so on, is another situation where a 

cordless solution would be useful.  Yet another motive for the Bluetooth technology is 

the problems with connecting and configuring mobile devices.  To connect a new device 

a cable is needed, often specific to the brand of the device.  When the physical connection 

is established a complicated configuration of connection often follows.  The Bluetooth 

concept solves the above problems by eliminating cable and its limitations regarding 

flexibility and range. 

Bluetooth is a short-range radio link capable of transmitting voice as well as data, 

intended to replace cables that connect personal electronic devices, such as PDAs, 

laptops, wireless headsets and printers.  The main advantages of Bluetooth are its 

robustness, low complexity, low power emission, low cost and universality.  The range of 

a typical Bluetooth device is 10m.  Bluetooth is intended to be a global standard; one that 

will allow travelers to get connected virtually anywhere. 

In February 1998, the Bluetooth Special Interest Group (SIG) was founded.  

Initially it consisted of Ericsson Mobile Communications, Intel, IBM, Toshiba and Nokia 

Mobile Phones.  Today over 1300 companies have joined the SIG to work for an open 

standard for the Bluetooth concept.  To avoid different interpretations of the Bluetooth 

standard regarding how a specific type of application should be mapped to Bluetooth, the 



2 

  

SIG has defined a number of user models and protocol profiles [3].  The SIG also works 

with a Qualification Process.  This process defines criteria for Bluetooth product 

qualification that ensures that products that this process meet the Bluetooth specification. 

Link formation or connection establishment in Bluetooth plays an important role 

in enabling the protocol to be ubiquitous.  The procedure must be general enough to work 

between ANY two devices.  The procedure for connecting a PDA to a laptop must be the 

same as one for connecting a keyboard to a monitor.  A link is established between two 

devices by a procedure called paging, which has its analogs in other technologies.  

Another procedure called inquiry is unique to Bluetooth and is instrumental in making a 

connection possible.  This procedure is necessary because Bluetooth units do not know 

anything about each other prior to connection establishment, including each other’s 

addresses.  This fact makes connection establishment a challenge.  It takes time and 

power to overcome this challenge.  It is worth our while to investigate Bluetooth 

connection establishment procedure and consider ways it can be made more efficient.  

We review the Bluetooth protocol in general in Chapter 2.  Analyze the connection 

establishment procedure in depth in Chapter 3, and in Chapter 4 we present our technique 

to improve connection establishment.  In Chapter 5 we compare the current and proposed 

techniques.  
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Chapter 2: Bluetooth Background 
 
2.1 Topology 

 Several Bluetooth devices (up to eight) in an ad hoc network configuration 

comprise a piconet.  The device that starts the communication (a.k.a. starts the piconet) 

becomes the master and controls the transmission of data in the piconet.  Master achieves 

this traffic control by polling the slaves in a Deficit Round Robin fashion.  The rest of the 

devices on the piconet are slaves. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.1: Scatternet 
 
The above figure shows a scatternet.  As you can see a slave can have more than one 

master and a master can be a slave in a different piconet. However, a Bluetooth unit can 

be a master in only 1 piconet.  Overlapping piconets comprise a scatternet. 

 

 
- Master    

- Master in one piconet, slave in another 

- Slave 
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2.2 Physical layer 
 

Bluetooth works in the unlicensed ISM band (2.4 GHz).  This band is globally 

available, though the exact location and width of it may vary from country to country.  

Same band is used by wireless LANs, microwaves and cordless phones.  One of the 

major concerns of the wireless world is the inevitable interference of 802.11 Wireless 

Local Area Networks and Bluetooth piconets.  Mobilian Corporation has done extensive 

research in the area of 802.11b/Bluetooth coexistence and concluded that performance of 

the WLAN suffers more then the performance of Bluetooth.  Several approaches to 

interference mitigation are described in [5].  Cochannel interference between Bluetooth 

piconets is also a concern.  Bluetooth performance under such interference is studied in 

[10].   

In the United States 83.5MHz of width is available.  Seventy-nine 1MHz-wide 

channels are defined in this band.  Bluetooth uses frequency hopping.  The devices of the 

piconet hop synchronously over the same hopping sequence consisting of 79 hopping 

frequencies.  The hop rate is 1600 hops/sec.  In other words, the frequency of 

transmission changes every 625µs. 

Each Bluetooth unit has a free-running native clock, symbolized by CLKN.  It is 

never adjusted or turned off.  Various offsets are added to CLKN to create temporary 

Bluetooth clocks, which create mutual synchronization.  Bluetooth clock determines 

timing and hopping of the transceiver.  It is usually implemented as a 28-bit wrap-around 

counter.  The least significant bit of the clock ticks every 312.5µs.  There are four periods 

in a Bluetooth system, which are important in triggering certain events.  These periods 
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are: 312.5µs, 625µs, 1.25ms, and 1.28s.  These periods correspond to timer bits CLK0, 

CLK1, CLK2 and CLK12, respectively.   

During paging when the clock of a receiving unit can only be guessed or estimated an 

estimated clock is used – CLKE.  It is equal to CLKN plus an estimated offset (an offset 

obtained by timing information in inquiry messages).  During normal traffic exchange 

master’s clock is used – CLK.  CLK is equal to CLKN(master) and to CLKN(slave) plus 

offset. 

2.3 Baseband Specification 
 
2.3.1 Physical channel 

A channel is represented by a pseudo-random hopping sequence hopping through the 

79 RF channels. The hopping sequence used during traffic exchange is called channel 

hopping sequence.  It is unique for the piconet and is determined by the Bluetooth device 

address (BD_ADDR) of the Master.  The Bluetooth clock of the master determines the 

phase in the channel hopping sequence.  Hopping sequences used during connection 

establishment procedures inquiry and paging are called inquiry hopping sequence and 

page hopping sequence, respectively.  They consist of only 32 frequencies.  More detail 

on this will be presented later. 

The piconet remains at one frequency for 625µs.  This period is called a time slot.  

During a time slot one Bluetooth device may transmit.  Time slots are numbered from 0 

to 227-1. 

The master starts its transmission in even-numbered time slots only, and the slave 

starts its transmission in odd-numbered time slots only. 
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Figure 2.2: Packet exchange process. Note: f(k) is the current frequency in the channel 
hopping sequence. 
 
As you can see in Figure 2.2 the start of the packet is aligned with slot start.  Packets can 

be as long as five time slots.  In the case of a multi-slot packet the frequency of 

transmission remains the same for the duration of the packet.  The slot following the end 

of a multi-slot packet will use the frequency of the channel hopping sequence that is 

determined by the current Bluetooth clock value. 

Data transmitted has a symbol rate of 1 Msymbols/s1. The modulation is 

Gaussian-shaped, binary FSK with a BT product of .5. 

All of the above-mentioned characteristics of the Baseband layer of the Bluetooth 

system have been modeled using network-simulating software called OPNET.  The 

project was conducted at National Institute of Standards and Technology (NIST).  

Modeling and simulation of the MAC protocol for Bluetooth is described in [4]. 

2.3.2 Physical links 

 Bluetooth supports 2 types of physical links: Asynchronous Connectionless 

(ACL) and Synchronous Connection-Oriented (SCO).  Only a single ACL link can exist 

between a master and a slave.  A slave can support up to three SCO links from the same 

Master or two SCO links from different Masters. 
                                                 
1 Data rate is 1Mb/s 

Master 

Slave 

f(k) f(k+1) f(k+2) 

625µs 

f(k+5) 
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 SCO is a symmetric, point-to-point link between a master and a specific slave.  

The master will send SCO packets at regular intervals - Tsco.  Thus, an SCO link can be 

considered to be a circuit-switched connection.  SCO links support time-delay sensitive 

traffic such as voice.  SCO packets are never retransmitted. 

 An ACL link provides a packet-switched communications between a master and a 

slave.  An ARQ scheme is used in ACL links to ensure data integrity. 

2.3.3 Bluetooth device address 

Bluetooth device address (BD_ADDR) is 48 bits long and it uniquely identifies each 

Bluetooth device.  It is used for calculating various access codes, described in detail 

below.  Access code is a field of a Bluetooth packet.  There are 3 types of access codes: 

Channel Access Code (CAC), Device Access Code (DAC), and Inquiry Access Code 

(IAC).  IAC can be general (GIAC) or dedicated (DIAC).  Frequency hopping sequences 

are calculated from the access codes.  Thus, to know a hopping sequence of a device one 

needs to know the device’s BD_ADDR.  Every Bluetooth unit knows the GIAC, thus 

every unit can calculate the inquiry hopping sequence to perform inquiry.  After inquiry 

is performed the unit knows the BD_ADDRs of the units around it and thus can now page 

them using a page hopping sequence derived from their BD_ADDRs.  The format of the 

BD_ADDR is as follows: 

  
Non-significant addr part Upper Address Part Lower Address Part 
 

 
Figure 2.3 Structure of the Bluetooth device address 

2.3.4 Packets 

A general format of a Bluetooth packet is showed in Figure 2.4. 

16 bits 8 bits 24 bits 
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Figure 2.4: General format of a Bluetooth packet 
 
2.3.4.1 Access code 

 
Access code is derived from the Lower Address Part (LAP) of the BD_ADDR.  

There are three types of access codes: Channel Access Code (CAC), Device Address 

Code (DAC), Inquiry access code (IAC).  The format of an access code is as follows: 

 
 
 
 

Figure 2.5: General format of an access code 
 
The differences between the three types of access codes are summarized in Table 2.1. 
 
 
Channel Access Code (CAC) - Characterizes the channel of the 

piconet and forms the preamble of 
all packets exchanged on the 
channel 

- Derived from master’s BD_ADDR 
Device Access Code (DAC) - Used during page, page scan, and 

page response substates of the 
connection establishment procedure 

- Derived from paged unit’s 
BD_ADDR 

Inquiry Access Code (IAC) - Used during inquiry, inquiry scan, 
and inquiry response substates 

- There is one general IAC (GIAC) 
and 63 dedicated IACs used to 
inquire for specific classes of 
devices. 

 
Table 2.1 

LSB MSB 
72 bits 54 bits 0-2745 bits 

Preamble                                  Sync Word                                                     Trailer 

4 bits 64 bits 4 bits 

Access 
code 

Header Payload 
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Preamble is a fixed zero-one pattern of 4 symbols used to facilitate DC 

compensation.  Sync Word is derived from a 24 bit LAP. Construction guarantees large 

Hamming distance between sync words based on different LAPs.  Trailer is a fixed zero-

one pattern 

2.3.4.2 Header 
 

The format of the header is as follows: 

 

 

Figure 2.6: General format of a header 

The entire header is encoded with a rate 1/3 Forward Error Correction Code 

(FEC), resulting in a 54 bit header. 

AM_ADDR represents an active member address.  Slaves that are disconnected or parked 

give up their AM_ADDR.  The 4-bit TYPE field defines 16 different packet types.  The 

exact meaning of the TYPE field depends on what type of a link the packet was received 

on.  Once the type of a link is known, the type of an SCO or ACL packet can be 

determined. Type code also reveals how many slots the current packet will occupy. 

FLOW is used for flow control of packets over an ACL link. Flow zero means stop 

transmitting the receiving buffer is full.  ARQN is an acknowledgement indication. 

SEQN provides sequential numbering to order the data packet stream. This is required to 

filter out retransmissions at the destination.  Header-Error-Check (HEC) checks header 

integrity. 

 

 

AM_ADDR          Type         Flow   ARQN   SEQN                           HEC 

    3 4 1 1 1 8 LSB      MSB 
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2.3.5 Packet types 

The TYPE field allows for 16 different types of packets for each of the link types.  

However, not all of the packet types have been defined yet.  There are 12 different packet 

types for ACL links and 12 types for SCO links.  There are also 4 control packets 

common to both links.  The packet types, their TYPE code and their length are 

summarized in Table 2.2.   

Segment Type code b3210 Slot Occupancy SCO link ACL link 
0000 1 NULL NULL 
0001 1 POLL POLL 
0010 1 FHS FHS 

1 

0011 1 DM1 DM1 
0100 1 - DH1 
0101 1 HV1 - 
0110 1 HV2 - 
0111 1 HV3 - 
1000 1 DV - 

2 

1001 1 - AUX1 
1010 3 - DM3 
1011 3 - DH3 
1100 3 - - 

3 

1101 3 - - 
1110 5 - DM5 4 
1111 5 - DH5 

 
Table 2.2 
 
 High-Quality Voice (HV) packets are typically used for voice transmission.  

Voice packets are never retransmitted and don’t need a Cyclic Redundancy Check 

(CRC).  An HV1 packet carries 10 information bytes.  It can carry 1.25ms of voice at a 

64 kb/s rate.  In this case, there is one packet every two time slots.  An HV2 and HV3 

packets carry 20 and 30 bytes of information, respectively.  An HV2 packet can carry 

2.5ms of speech at a 64 kb/s rate and therefore has to be sent every 4 time slots.  An HV3 
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packet can carry 3.75ms of voice at a 64 kb/s rate.  In this case it has to be sent every 6 

time slots. 

 A DV packet is a combined data and voice traffic.  The payload is divided into a 

voice field of 80 bits and a data field of 32 to 150 bits. 

 DM and DH packets are used to carry asynchronous traffic, which can be data or 

control information.  DM stands for Data – Medium rate.  DM1 packet contains up to 18 

information bytes.  Information and CRC bits are coded with rate 2/3 FEC.  Unlike in 

DM packets data in DH packets is not FEC encoded.  Thus the name: Data – High rate.  

A DH1 packet can carry up to 28 bytes of information.  DM3 and DM5 are extended 

DM1 packets.  Similarly DH3 and DH5 are extended DH1 packets. 

 An AUX1 packet is similar to a DH1 packet, but it has no CRC code, thus it can 

carry up to 30 bytes of information. 

 A brief summary of control packets is given in Table 2.3. 

ID packet - consists of the DAC or IAC  
- has a fixed size of 68 bits 
- used in paging, inquiry and 

response routines 
Null packet - consists of a CAC and packet 

header only 
- has fixed length of 126 bits 
- used to return link information to 

the source regarding the success of 
previous transmission, or status of 
the RX buffer 

Poll packet - similar to null packet, but it does 
have to be acknowledged 

 
FHS packet - is a special type of a control packet 

revealing the Bluetooth device 
address (BD_ADDR) and the clock 
of the sender 

- used in page master response, 
inquiry response and in 

2
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master/slave switch2 
- in page master response it is 

retransmitted until its reception is 
acknowledged; in inquiry response 
it doesn’t have to be acknowledged 

Table 2.3 
 
2.3.5.1 FHS packet in detail 
 
 The FHS packet plays an important role in Bluetooth connection establishment.  

A detailed description of it is presented below. 

 

 
 
 
 
Figure 2.7 FHS packet structure 
 
 
Parity bits Form the first part of the sync word of the 

access code of the unit that sends the FHS. 
 

SR Scan Repetition field, indicates the interval 
between two consecutive page scan 
windows. 
 

SP Scan period, indicates the period in which 
the mandatory page scan mode is applied 
after transmission of an inquiry response 
message. 

CLK Contains the value of the native system 
clock of the unit that sends the FHS packet, 
sampled at the beginning of the 
transmission of the access code of this 
FHS. This clock value has a resolution of 
1.25ms. 

Page Scan Mode Indicates which scan mode is used by 
default by the sender of the FHS. 
 

 
Table 2.4 

                                                 
2 A slave becomes a master and a master becomes a slave 

Parity 
bits 

LAP -   SR   SP  UAP    NAP Class of 
device 

AM_ADDR   Clock 27-2 Page scan 
mode 

34 24 2   2    2 8       16 24    3      26 3 
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2.4 Connection Establishment 
 
2.4.1 State diagram 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2.8 Connection Establishment’s Finite State Machine  

A Bluetooth unit leaves the Standby or the Connection state periodically to do 

Inquiry or Inquiry Scan.  Inquiry procedures enable a unit to discover which units are in 

range, and their device addresses and clocks.  When the unit wishes to establish a 

connection with one of the other Bluetooth units in range (a.k.a. the user of the device 

wishes to connect to some other device) it initiates a paging procedure.  At the end of this 

procedure both units are in the Connection state as either a master or a slave. 

STANDBY 

 CONNECTION 

  Page Page Scan  Inquiry Scan   Inquiry 

Master 
Response

Slave 
Response

Inquiry 
Response
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2.4.2 Standby state 

 Standby state is the default state of the Bluetooth device.  In it the device uses a 

low power mode and only the native clock (CLKN) is running. 

2.4.3 Inquiry 

   It is not specified how often a unit should leave standby or connection to 

perform inquiry.  It might be periodic or upon user request.  These choices are left up to 

the implementer.  A unit that wishes to discover other BT units in range enters an inquiry 

substate.  It continuously transmits the inquiry message at different hop frequencies.  In 

the inquiry state the transmitting and receiving frequencies follow the inquiry hopping 

sequence and inquiry response hopping sequence and are determined by the General 

Inquiry Access Code (GIAC) and the native clock of the discovering device.  A hopping 

sequence consists of two groups of frequencies: train A and train B (each of which are 16 

frequencies long).  Between inquiry transmissions the unit listens for responses (which is 

an FHS packet).  If the response is received it is not acknowledged and the probing unit 

continues with the inquiry transmissions.  The unit leaves inquiry state either when it 

received a predetermined number of responses or when the InquiryTO timer runs out.  

 According to the Bluetooth standard [1] a single train must be repeated Ninquiry = 

256 times before another train is used.  At least three train switches are needed (4 train 

sequences).  Since each train is 10ms long the inquiry procedure can take up to 10.24s. 

 Because several units might respond to an inquiry at the same time, we need a 

protocol for slave inquiry response in order to avoid or minimize the probability of 

collisions.  Thus, when a slave receives an inquiry message it will generate a RAND 

number between 0 and 1023, freeze the current input value to the hop selection scheme, 
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then returns to Connection or Standby state for duration of RAND slots.  Then it returns 

to the Inquiry Response substate and on the first inquiry message received it will answer 

with an FHS packet. 

2.4.4 Inquiry Scan 

 As was mentioned above, Bluetooth units leave Standby or Connection to scan 

the channel for inquiries periodically.  The period of inquiry scan can be 0s (continuous 

scan) – R0, 1.28s – R1 mode, or 2.56s – R2 mode.  A scanning unit listens for an IAC for 

Tw_inquiry_scan seconds.  Tw_inquiry_scan should be long enough to scan 16 frequencies (1 

train).  Because one train lasts for 10ms, Tw_inquiry_scan should also be 10ms.  During these 

10ms the receiver of the scanning device listens on a single frequency determined by the 

inquiry scan hopping sequence and the current value of the device’s clock.  The scanning 

device changes its listening frequency, according to inquiry hopping sequence, every 

1.28s. 

2.4.5 Page Scan 

 Page scan works similarly to inquiry scan, however, in page scan a unit listens for 

its own unique DAC and it alone can respond.  There are 32 paging frequencies, which 

comprise a page hopping sequence, determined by the paged unit’s BD_ADDR.  Every 

1.28s a different listening frequency is selected.  During a scan window the unit listens on 

one frequency. 
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2.4.6 Page 

 When a Bluetooth unit wants to make a connection to another unit it pages that 

unit.  Paging means sending an ID packet with a certain DAC in it over and over again 

until a response is received.  The Master does not know exactly when the slave wakes up 

and on which hop frequency, therefore it transmits a train of identical DACs at different 

hop frequencies and listens in between for responses.  The master uses the slave’s 

BD_ADDR and an estimate of the slave’s clock to determine the page hopping sequence.  

To compensate for the uncertainty in the knowledge of a slave’s clock, the master will 

send its page message during a short time interval on a number of wake-up frequencies.  

During each transmission slot the Master sequentially transmits on 2 different hopping 

frequencies.   

The page hopping sequence of 32 frequencies is divided into two trains of 16 

frequencies each, A and B.  Train A includes the 16 hop frequencies surrounding the 

current predicted hop frequency f(k).  Thus, train A consists of f(k-8), f(k-7), …f(k), 

f(k+1), f(k+2), …,f(k+7).  When the difference between BT clocks of the master and the 

slave is between –8*1.28s and 7*1.28s, one of the frequencies used by the Master will be 

the hop frequency the slave is currently listening to.  Because the master doesn’t know 

when the slave will be in the page scan state, it has to repeat train A for Npage times or 

until a response is received.  When the difference between the BT clocks of Master and 

Slave is less than –8*1.28s or greater than 7*1.28s, more distant hops must be used.  

Train B consists of f(k-16), f(k-15),…, f(k-9), f(k+8), f(k+9),…,f(k+15).  Alternate use of 

train A and B is continued until a response is received or timeout value PageTO is 

exceeded. 
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Figure 2.9 shows what happens during a response to paging procedures. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.9: Master and slave page response procedure 
                  Note: f(k) – frequencies of the page hopping sequence indexed by k 
                            f’(k)3 – frequencies of the page response hopping sequence 
                           g(k) – frequencies of the channel hopping sequence indexed by k 

In the above picture we have a scenario where a slave responds to the first out of 

two paging messages in a slot.  The response packet is the same as the paging packet and 

is sent on the same frequency.  The master responds with an FHS packet on the next 

frequency in the page hopping sequence.  The master’s FHS packet has to be 

acknowledged by the slave.  After that both units are in Connection state. Now the master 

controls all transmissions.  It polls the slave to see if it has data to send, and the slave has 
                                                 
3 Frequencies in the page response hopping sequence have a one-to-one correspondence with those of the 
page hopping sequence 

Master 

Slave 

f(k)        f(k+1) 

f’(k) 

f(k+1) 

f’(k+1) 

g(k) 

g(k+1) 

Page 
messgs 

FHS poll 

Page 
response 

FHS 
response 

Poll 
response 

Page scan 
state 

 
        Slave response   Connection state 
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to respond with a data packet if it has something to send or with a NULL packet if it 

doesn’t.   

 The slave will keep listening while FHS packet is not received until pagerespTO 

is reached.  Every 1.25s it will change the hop frequency according to page hop sequence.  

If nothing is received the slave will return to page scan for 1 scan period.  If it doesn’t 

receive any pages during this interval it continues scanning and then returns to whatever 

state it was in before. 

 If poll packet is not received by the Slave or response is not received by the 

Master within newconnectionTO number of slots, they will return to page/page scan 

states.  

2.4.7 Connection state 

 In the connection state channel hopping sequence is used.  It is derived from the 

master’s BD_ADDR.  The unit in connection state may be in one of four modes 

described below. 

2.4.7.1 Active mode 
 
 In the active mode the Master schedules the transmissions based on traffic 

demands to and from different slaves.  Active slaves listen in master-to-slave slots. 

2.4.7.2 Sniff mode 
 
 In order to save battery power a sniff mode can be used.  In this mode the duty 

cycle of slave’s listen activity is reduced.  To enter sniff mode, the master shall issue a 

sniff command via the Link Manager (LM) protocol.  This message will contain the sniff 

interval Tsniff and an offset Dsniff.  Master-to-slave sniff slots shall be initialized on the 
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slots for which the clock satisfies one of the following equations (depending on which 

initialization procedure is used): 

CLK27-1 mod Tsniff = Dsniff            or              (CLK27,CLK26-1) mod Tsniff = Dsniff 

2.4.7.3 Hold mode 
 
 During hold mode the ACL link to a slave will, temporarily, not be supported.  

The slave unit keeps its active member address (AM_ADDR) during hold mode.  Before 

entering hold mode both Master and Slave agree on holdTO value, upon expiration of 

which hold mode ends. 

2.4.7.4 Park mode 
 
 When a Slave does not need to participate on the piconet channel, but still wants 

to remain synchronized to the channel it enters park mode.  In this state the Slave gives 

up its AM_ADDR, but gets two new addresses: Parked Member Address (PM_ADDR, 8 

bits) and Access Request Address (AR_ADDR, 8 bits).  The former is used in master-

initiated unpark, the latter in slave-initiated unpark. 

 Parked slave wakes up at regular intervals to listen to the channel to re-

synchronize and to check for broadcast messages.  A beacon channel is established to 

support parked slaves. 
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Chapter 3: Analysis of the Connection Establishment Procedure 
 
3.1 Inquiry Procedures 
 
 As was mentioned above, inquiry is done by a Bluetooth unit in order to collect 

BD_ADDRs and clocks of other Bluetooth units in its range.  No requirements are given 

in the standard about how often inquiry should be done.  This is because of a peculiar 

nature of the inquiry procedure.  It does not establish connections with the units in range.  

In fact, it may never establish connections with those units.  Thus, it makes little sense to 

do inquiry periodically since it will be a waste of power.  However, the functions of 

paging and inquiry are divided such that we MUST do inquiry before a paging procedure 

can be done.  It would then seem that, optimally, in order not to waste power on 

collecting information we might not use, inquiry should be done only when a connection 

is requested by an application.  Meaning, it will always be done in conjunction with 

paging.  The problem with the above scenario is that, as we will see later, inquiry can 

take up to 10.24s, therefore, performing it together with paging when a connection is 

requested will significantly increase the response time of an application. 

 The reason inquiry takes so long is that device doing inquiry does not know the 

frequency or the time window in which other devices might be listening.  During paging 

an approximate idea of a paged device’s clock is available.  Thus doing inquiry before a 

connection is requested does speed up the connection establishment procedure from the 

point of view of the application. 
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 While we can get away with not doing inquiry at regular intervals, if we want our 

device to be discovered it is imperative that we do inquiry scan regularly, otherwise the 

entire inquiry procedure will never work.  A device is not required to respond to an 

inquiry.  This makes sense for personal devices.  However, public devices (ex. printers) 

must always allow themselves to be discovered. 

3.1.1 Inquiry scan in detail  

Inquiry hopping sequence is derived from the GIAC common to all devices.  

Thus, the frequency-hopping pattern of all units performing inquiry or inquiry scan is the 

same, unlike in paging where the frequency hopping pattern of a paging device depends 

on the device being paged.  For details on the hop selection mechanism refer to [6].  For 

reason given above, if inquiry is done at regular intervals, say once per minute, the length 

of time between two consecutive inquiries has to be chosen at random so that several 

devices don’t synchronize their inquiry procedures.  Figure 3.1 shows the timing intervals 

involved in an inquiry procedure. 

 

 

 

 

 

Figure 3.1 Inquiry scan state’s timing 

Tw_inquiry_scan must be long enough to scan 16 frequencies.  With 2 frequencies being 

scanned per slot it takes 8 slots or 8*625s = 5ms to scan 16 frequencies.  However, after 

each transmit slot a receive slot follows, thus to account for the receive slots we must add 

Tw_inquiry_scan = 10ms 

Tinquiry_scan 
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5ms.  Tw_inquiry_scan is then equal to 10ms.  Increasing Tw_inquiry_scan does generally decrease 

the time it takes to perform inquiry, but it also increases power consumption for a 

procedure that may or may not be of use.  Tinquiry_scan can be at most 2.56s as defined by 

the Bluetooth standard.  As mentioned before, the listening frequency of a device in 

inquiry scan changes (according to inquiry hopping sequence) every 1.28s.  Therefore, if 

Tinquiry_scan is greater or equal to 1.28s, then the listening frequency will change every time 

the unit wakes up for inquiry scan. 

 When a unit enters inquiry scan from STANDBY it has no previously established 

connections, thus it can use all of its capacity for inquiry scan.  When a unit enters 

inquiry scan from CONNECTION, at least one connection has already been established.  

If it is an ACL connection it can be put on hold (to allocate maximum capacity for 

inquiry scan).  However, if it is an SCO connection, the unit must work around it, 

meaning it must increase Tw_inquiry_scan.  If the period of an SCO connection (TSCO) equals 

6 (meaning 1 SCO packet every 6 slots) then Tw_inquiry_scan should be increased to 36 slots 

or 22.5ms.  Exactly why this happens will become clearer later.  The presence of SCO 

connections slows down paging as well as inquiry.  Thus, making new connections (with 

new devices) takes more time as the number of existing connections grows.  And existing 

ACL connections are affected by connection establishment procedure, because they are 

put in the HOLD state. 

3.1.2 Inquiry in Detail 

 Inquiry messages are ID packets that are sent on various frequencies (2 packets 

per slot).  The frequencies are organized into 2 10ms-trains – A and B.  A single train 

must be repeated at least Ninquiry = 256 times before a new one is used because repeating a 
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train 256 times takes 2.56s which is the maximum Tinquiry_scan.  Therefore, no matter when 

inquiry starts it is guaranteed to go on long enough for other units to start inquiry scan.  

Inquiry doesn’t stop after getting a response.  The point of inquiry is to gather responses 

from ALL devices in range.  These devices might all be listening on different hop 

frequencies. Thus at least 3 train switches are needed to gather all possible responses.  

This shall take 10.24s.  However, inquiry can go on for less than 10.24s if we determine 

the number of responses we wish to get and quit inquiry after getting them. 

 When a Bluetooth device enters inquiry from CONNECTION state it will already 

have at least one connection established.  Since SCO packets have priority over inquiry 

packets Ninquiry will have to be increased if the existing connection is SCO.  If we assume 

it to be a 64 kb/s voice link it means that there’s 1 SCO packet in every 6 slots (see 

Figure 3.2). 

 

 

 

 

 

Figure 3.2 SCO link illustration 

Thus to transmit on all 16 frequencies a train would have to be repeated twice.  

Therefore, Ninquiry would be doubled if 1 SCO connection existed and tripled if 2 existed.  

Because now it takes longer to scan 16 frequencies fully, Tw_inquiry_scan must be increased 

accordingly, as mentioned in the previous section 
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3.2 Paging procedures 
 
 Paging is used to establish connections between two Bluetooth units.   

3.2.1 Page scan in detail 

 The duration of a page scan interval Tw_page_scan should be long enough to scan 16 

frequencies.  Therefore it should be 10ms.  The interval between two consecutive page 

scans Tpage_scan can be 0s, 1.28s or 2.56s.  Depending on which of the three values 

Tpage_scan takes different modes of paging are performed – R0, R1, or R2, respectively.  

The first case, R0, is a continuous scan.  In mode R1 a unit wakes up every 1.28s for 

10ms to scan for messages.  The frequency on which the unit will scan depends on the 

page hopping sequence (derived from the unit’s DAC) and the current clock, more 

specifically CLKE16-12, which determines the phase of the hopping sequence.  CLKE16-12 

changes every 1.28s; therefore a different hop frequency is chosen every 1.28s.  Thus, in 

R1 mode each time the unit will wake up it will listen for pages on a different frequency.  

In mode R2 the unit will wake up every 2.56s, therefore the listening frequencies on 

which it would wake up would be every other frequency in a hop sequence. 

3.2.2 Paging in detail 

 The way paging is performed depends on the mode of page scan.  In R0 mode the 

number of times we have to repeat one train before trying another one, Npage = 1.  Since 

the other unit is listening continuously it doesn’t matter when we start paging.  In general, 

Npage is such that paging is as long as Tpage_scan.  Thus, in R1 and R2 modes Npage is 128 

and 256, respectively.  The presence of SCO connections during a paging procedure will 

increase Npage (see table 3.1). 
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Mode No SCO link One SCO link Two SCO links 

R0 Npage >= 1 Npage >= 2 Npage >= 3 

R1 Npage >= 128 Npage >= 256 Npage >= 384 

R2 Npage >= 256 Npage >= 512 Npage >= 768 

 

Table 3.1 

In order to perform paging a unit needs to know the BD_ADDR of the unit it wants to 

make a connection to, as well as an estimate clock of that unit.  This information is 

obtained from an inquiry procedure.  However, while BD_ADDR will not change with 

time, an estimate of clock of another Bluetooth unit may outlive its usefulness with time.  

Therefore, there are no guarantees on how good an estimate clock is.  In fact, an estimate 

clock may be completely wrong.  Train A of paging frequencies is constructed of 16 

frequencies around frequency f(k) that is predicted (using our estimate clock) to be the 

listening frequency.  If the estimate clock is completely wrong we will need to try another 

train.  This prolongs the paging procedure.  Figure 3.3 shows the worst-case scenario for 

paging in R1 mode. 

 

 

 

 

 

 

Figure 3.3: Maximum possible paging delay (b15, b16 are 15th and 16th frequencies of        
                  train B page hopping sequence, respectively) 
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Maximum penalty is when we estimated the train wrong and we miss the first page scan 

window at the beginning of trying a new train (B), because we’re currently listening at 

the last frequency of train B, but we start paging with the first frequency.  Then, the next 

scan window listens on a train A frequency.  The Paging Delay is then equal to 1.28s*2 + 

1.28*u, where u is a uniformly distributed (from 0ms to 10ms) random variable. 

3.2.3 Optional paging scheme 

 The paging scheme described above is a mandatory paging scheme.  All 

Bluetooth units must support it.  There can be three other (optional) paging schemes, only 

one of which has been defined.  An optional paging scheme can only be used between 

devices that have “met” before.  In an inquiry response message (FHS packet) a 

Bluetooth unit will announce which method of paging it is using.   

 The main difference between a mandatory paging scheme and an optional one is 

the way the page trains are constructed.  The optional scheme uses 10 slot trains.  The 

first 8 slots contain 16 ID packets transmitted on frequencies belonging to that particular 

train (A or B).  The 9th slot contains two marker packets, which indicate the position 

where a slave can respond and the frequency on which it should respond.  The 10th slot is 

the receive slot.  During this slot a paging unit listens for a slave response on the 

frequency indicated by the markers.  Figure 3.4 shows the appearance of a page train. 

 

 

 

 

Figure 3.4: Page train (      - ID packet,     - Marker,      - Receive space)                                 

625µs 
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As we can see the train doesn’t pause to listen for responses after every transmission slot.  

Thus it takes only 625µs*10slots = 6.25ms to page on 16 frequencies, in contrast to 

10ms, as is the case with mandatory schemes. 

 The frequency ordering in the train and the frequencies used for the marker and 

receive slots change after every train.  There are 8 possible combinations of frequencies 

within a train.  Therefore, 8 unique trains (which will be called subtrains from now on) 

comprise a supertrain, which is repeated.  The length of a supertrain is 

6.25ms*8trains=50ms.  An example of train A with an estimated frequency f8 is shown in 

figure 3.5.  
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Figure 3.5 Supertrain 

The optional paging scheme also supports R0, R1, and R2 paging modes.  The difference 

(for R1 and R2 modes) is that for the optional scheme we shall talk about supertrain 

repetition Nsup, when talking about a train switch, instead of a train repetition Npage.  

Table 3.2 shows the number of times a supertrain has to be repeated for R1 and R2 modes 

for cases when an SCO link exists and when it does not. 
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Mode No SCO link One SCO link 

R1 Nsup = 26 Nsup = 52 

R2 Nsup = 52 Nsup =103 

Table 3.2 

 Because of the reduced train length we can now use a reduced page scan window: 

9.5*625µs = 5.9375ms.  

 The following figure shows a page response routine for an optional paging 

scheme. 

 

 

 

 

 

 

 

 

 

Figure 3.6 Response procedure for optional paging scheme 

As you can see the slave can only respond after the transmission and reception of a 

marker code.  The response is an ID packet sent on the frequency identical to that on 

which the marker was received.  The above two details are the only differences between a 

page response routine of an optional paging scheme and that of a mandatory one. 
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3.3 Issues with the existing procedure 
 
 The existing connection establishment procedure is guaranteed to work.  

However, the time for it to work can be anywhere from 1.28s to over 80s.  This is too 

large a time range for something as simple and as vital as connection establishment.  

Moreover, the existing procedure is complicated – it involves calculation of two hopping 

sequences and it critically depends on perfect timing synchronization between the clocks 

of the two devices involved. 

 The existing procedure is also asymmetrical – it places the burden of solving the 

uncertainty about timing and phase on the paging unit.  This means more power 

expenditure for the master.  However, physically the Bluetooth master and the Bluetooth 

slave are identical devices.  This issue is addressed in [8], where a symmetric protocol for 

link formation is proposed.  Power consumption is of serious concern for a Bluetooth 

device.  The protocol itself was developed such that power consumption is minimized.  

This is discussed in [9].   

 Yet another shortcoming of the current scheme is that it defines connection 

establishment between devices in the same piconet.  However, current specification [1] 

does not describe a mechanism to create a scatternet.  This is due to certain outstanding 

issues unique to Bluetooth: spontaneous network formation, isolated network operation 

(a.k.a. inability to rely on infrastructure-based services), and simplicity of devices.  To 

address these issues and create a way to establish scatternets [7] proposes a Cross-Layer 

protocol.  Another approach called Distributed Scatternet Formation Protocol (DSFP) is 

proposed in [8].   
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Now we discuss issues with the current link formation procedure itself.  The 

inquiry scan mode (R0, R1, R2) of one device is not known to another device performing 

inquiry.  If Ninquiry is set to be less than 256 and the device in inquiry scan is using R2 

mode, it might never respond to inquiry. 

 The presence of errors prolongs the procedure significantly.  So does the presence 

of already existing connections. 

 Ideally, we would like to have a deterministic and narrow range time, which is 

taken for connection establishment.  We would also like a simpler procedure that is less 

prone to interoperability problems. 
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Chapter 4: New Connection Establishment Procedure 
 
4.1 User model 
 
 The following proposal on improving connection establishment procedure of 

Bluetooth is based on few assumptions.  These assumptions concern the way Bluetooth 

devices are used.  Keeping in mind that Bluetooth is a wireless Personal Area Network 

(PAN) we assume that most interactions Bluetooth devices will have are with other 

devices owned by the same person.  There will be, of course, times when a person will 

wish to connect to a completely foreign device, such as a public printer.  It is, therefore, 

safe to assume that, from the point of view of any single Bluetooth device the 

connections it will make will be either to devices of kind “mine” or devices of kind 

“foreign”.  Connections to “mine” devices are made on daily basis.  Connections to 

“foreign” devices are made infrequently. 

 We can then take advantage of this kind of thinking by making two separate 

connection establishment procedures – one for “mine” devices, the other for “foreign” 

devices.  The former procedure will be shorter and more efficient than regular (current) 

connection establishment.  The latter procedure will be similar in function to the existing 

connection establishment procedure, however it will be less complicated and therefore 

faster. 

 We assume that a is the proportion of the time Bluetooth device makes 

connections to “mine” devices, and therefore 1 - a is proportion of the time it connects to 

“foreign” devices. We designate the average connection establishment duration of an 
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existing scheme as Dold and that of the new scheme as Dnew.  We define two amounts of 

improvement: one is the measure of how much faster will the connection establishment 

procedure for devices called “mine” be compared to the existing procedure – Imine, and 

second is the measure of how much faster the connection establishment procedure for 

devices called “foreign” will be compared to the existing procedure – Iforeign.  Using 

above definitions we can define the overall improvement to the connection establishment 

time: I = Dold/Dnew. 

Dold 
                                       I = 

a*Dold/Imine + (1 - a )*Dold/Iforeign 
 

It is our prediction that Bluetooth devices will be used more frequently with other devices 

of type “mine” then with devices of type “foreign”.  It is our intention to make Imine 

greater than Iforeign.  Therefore, as is obvious from the above formula the more frequently 

“mine” devices are used compared to “foreign” the more overall improvement we get. 

4.2 Connection Establishment for “mine” devices 
 
 Each Bluetooth unit will have a database, which will contain information about 

“mine” Bluetooth devices.  This information will include each device’s BD_ADDR and 

clocks.  Every time a connection is made between any two devices of type “mine” the 

value of their clocks is updated in their respective databases.  The number of entries to 

the database should be limited to 7, since it is the maximum number of devices in the 

piconet.   

 There can be two possible implementations for the database: one with static 

entries – entries made manually by the user, and the other with dynamic ones – the 
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Bluetooth unit itself will figure our which devices are “mine” and which are “foreign” 

based on the frequency of connections made to each device. 

 Because the database will contain BD_ADDRs and clocks of “mine” devices the 

need for an inquiry procedure is eliminated.  Whenever a unit wants to connect to any 

other unit designated “mine” it will simply page it. 

 The paging procedure can also be simplified.  Instead of having a page hopping 

sequence of frequencies and try to synchronize the hopping of two devices that are out of 

phase we can designate one frequency as the paging frequency.  The paging messages 

will still be the same – ID packets with the Device Access Code of the device we’re 

trying to reach at the head of the packet.  This way the devices don’t have to play “catch 

up” during paging in order to get their paging message across. 

 The basic idea of paging remains the same.  A device will wake up periodically to 

perform page scan.  The period between successive wake ups can remain 1.28s.  

However, the length of time for which the unit is required to stay awake for page scan 

(Tw_page_scan) can be significantly reduced.  This is because now the unit doesn’t have to 

stay awake to scan 16 different frequencies – there’s only one frequency on which it can 

possibly wake up and it is the same frequency on which the paging messages are 

expected to be received.  Thus, theoretically, Tw_page_scan can be reduced to one time slot 

or 625µs.  However, we shall not be this ambitious.  We must take into account the error 

prone indoor environment.  Paging messages can be lost.  Let L be the number of paging 

messages lost.  Then L can be represented as a geometric random variable with the 

following probability distribution [2, 11]: 
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                                              pl(1-p)    l = 0,1,2,… 
                           P(l) = 
                                              0             otherwise 
 

Where p is the probability that any packet is lost.   

The expected value of L is therefore: 

                             E[L] = 1/(1-p) 

If we say that any packet has a fifty-fifty chance of being lost or delivered, then the 

expected value of L is 2.  This is a pessimistic value for p, however we want to make sure 

to plan for the worst conditions.  Thus, it is better to keep our unit awake during page 

scan for at least 3 time slots.  Keeping in mind that the receive slots are interleaved with 

the transmit slots the duration of Tw_page_scan comes out to: 6 * 625µs = 3.75ms, this in 

contrast to 10ms for current Tw_page_scan. 

 If a page packet is lost in the current connection establishment procedure 

connection set up is prolonged for another 32 slots because the master has to go through 

32 other frequencies of the hopping sequence before it will return to the slave’s listening 

frequency again [2].  In the proposed connection establishment procedure if a page packet 

is lost the connection set up is prolonged for just one more slot or 625µs. 

 Reducing Tw_page_scan has the advantage of saving power of the Bluetooth device.  

Saving power translates to prolonging battery life.  The latter is a very important factor 

for any portable wireless device. 

 Paging procedure will consist of sending out ID packets repeatedly on the same 

frequency.  With the new paging scheme there’s no need for different trains and train 

switching.  However, the duration of paging still has to equal the repetition interval of 

page scan (Tpage_scan).  If we chose to leave this value at 1.28s we need to keep sending 
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paging messages for 1.28s.  However, we now have a deterministic value for the 

maximum duration of a paging, and it is approximately half the value of the average page 

duration in R1 mode using the current paging technique, which we’ve estimated in the 

last chapter to be anywhere from 2.56s to 3.84s.  In the proposed connection procedure 

we are guaranteed to have a page response within 1.28s of starting paging (see Figure 

4.1). 

 

 

 

 

 

 

 

 
 
Figure 4.1: New paging in an error free environment (gray signifies unused messages or 
listening slots). 
 
As we can see from the above figure Page_Duration = 1.28s*u, where u is a uniformly 

distributed (from 0 to 1) random variable. 

 The state diagram for new connection establishment is shown in figure 4.2. 
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Figure 4.2 New connection establishment state diagram for “mine” devices 

4.3 Connection Establishment for “foreign” devices 
 
 Devices designated as “foreign” are equivalent logically (in the current 

connection establishment procedure) to any Bluetooth device never met previously.  As 

mentioned above, when devices meet for the first time inquiry has to be done in 

conjunction with paging.   

 The reason for separating inquiry from paging in the current connection 

establishment procedure was to minimize the duration between an application requesting 

connection and connection being made.  However, if we perform inquiry the same way 

we proposed to perform paging in the previous section it drastically reduces its duration.  

It, therefore, might be advantageous to combine inquiry and paging in this case into one 

procedure, let us call it “pageinq”.  Thus, whenever a device wishes to connect to another 

device of unknown BD_ADDR it will perform “pageinq”.   

 We might still want to have the functionality of inquiry – in case no connection is 

desired, but what is desired is the information about how many Bluetooth units are within 

range and what their BD_ADDRs are.  To implement this we can have an option 
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available in “pageinq”, where the inquiry packets (or rather pageinq packets) will set the 

AM_ADDR field in the header of the ID packet to all ones, thus indicating that anyone 

who hears this message should respond, but no acknowledgement to this response should 

be expected.  

 Paginq shall be done in the following manner.  A frequency (different from the 

one used for paging in the previous section) shall be assigned on which units will send 

pageinq messages or scan for them.  The number of times pageinq message shall be sent 

will depend on the period of pageinq scan.  Assuming, as we did in the previous section, 

that pageinq scan is done in R1 mode or every 1.28s we need to send pageinq messages 

for 1.28s in order to make sure to catch the pageinq scan window of the other device.   

 

 

 

 

 

 

 

 

Figure 4.3 New pageinq procedure 
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inquiry message.  There are two possible case scenarios for a “pageinq” response 

procedure.   

In the first case scenario, we assume that the option to ‘not establish a connection’ 

has not been enabled.  Therefore, a slave (unit that is being pageinqed) that hears a 

message on the frequency reserved for “pageinq” will go into slave response state and 

send an FHS packet that will contain its BD_ADDR clock as well as the class of device 

value, which indicates what type of a device it is, and other information.  The FHS packet 

will also act as an acknowledgement of the “pageinq” message.  See figure 4.4 for details.   

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.4 Message exchange during Pageinq/Pageinq scan states 

The master (unit that started paginq) will receive many FHS responses from units that are 
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class of device value) and respond only to that device.  The response will be an FHS 

packet, which will contain master’s BD_ADDR and clock.  This information is needed to 

derive the channel hopping sequence, which will be used during normal traffic exchange 

between master and slaves.  Figure 4.5 shows the details. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4.5 Pageinq response procedure 

 The number of FHS packets a master should collect (Ncollect) will be a user-

defined variable.  Alternatively, we can define a timeout value PageinqTO, which will be 

the maximum length of time a unit should spend in pageinq state.  The choice between 

the two is up to the implementer. 

 In the second case scenario the master unit will not acknowledge any of the FHS 
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responded.  Thus, the entire procedure for pageinq will look like Figure 4.4.  The 

functionality of pageinq will be exactly the same in this case as that of inquiry procedure.  

4.4 The frequency question 
 
 Now let us consider the effects on the system we are making by getting rid of the 

hopping sequences.  First of all we should take the two frequencies we are using for page 

and pageinq out of regular usage in order to avoid interference between page/pageinq 

procedures and regular transmissions in connection state.  The next step is dealing with 

possible interference between two units performing page/pageinq at the same time.  

Firstly, the same problem exists with the current inquiry procedure – because the hopping 

sequence used by all units is the same two units doing inquiry at the same time will 

interfere with each other.  The way this problem is handled in the current system is to 

randomize the length of time between to consecutive inquiries.  That is, if inquiry is to be 

done once per minute, the exact time it is performed within that minute is random.  The 

same can be done in the current scheme.  However, in the current scheme devices might 

still interfere with each other because the page/pageinq messages are being send out on 

the same frequency repeatedly, thus misaligning start time of these procedures in two 

devices will not solve the problem completely.  To solve it we can implement a very 

simple CSMA mechanism, similar to one used by an ALOHA system.  The unit will 

sense the medium for a presence of another Bluetooth transmission, if none is detected it 

may transmit right away. 
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Chapter 5: Analytical Results 
 
5.1 Performance of the existing connection establishment procedure 
 
 When we try to evaluate the performance of the current connection establishment 

procedure we are interested in how much time it takes for the connection to be 

established from the time an application requested it.  However, there are different 

scenarios we must consider.   

First we must divide the possible scenarios into two groups: connection 

establishment done with inquiry and paging, and connection establishment done with 

paging alone.  We can start by assuming that roughly 50% of the time connection 

establishment is done using the former scenario and the other 50% of the time it is done 

using the latter scenario.  Second we must decide which mode of inquiry scan and page 

scan is being used – R0, R1 or R2.  A particular unit will use one particular mode.  

Therefore we will consider each case separately. 

Finally, we must try to account for the presence of an SCO connection.  We will 

consider the following scenarios: no SCO connection, one SCO connection and two SCO 

connections. 

Let us consider some common combinations of scenarios presented in table 5.1. 
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Case Number Case Description Results using the 

current scheme 

Results using the 

new scheme 

Case 1 Connection Establishment with 

inquiry in R1 mode and paging 

in R1 mode and no SCO links 

11.52s .64s 

Case 2 Connection Establishment with 

inquiry in R1 mode and paging 

in R2 mode and no SCO links 

12.80s 1.28s 

Case 3 Connection Establishment with 

inquiry in R1 mode and paging 

in R1 mode with 1 SCO link 

23.04s .64s 

Case 4 Connection Establishment with 

inquiry in R1 mode and paging 

in R2 mode with 1 SCO link 

25.60s 1.28s 

Case 5 Connection Establishment with 

inquiry in R1 mode and paging 

in R1 mode with 2 SCO links 

34.56s .64s 

Case 6 Connection Establishment with 

inquiry in R1 mode and paging 

in R2 mode with 2 SCO links 

38.4s 1.28s 

Case 7  Connection Establishment 

without inquiry, with paging in 

R1 mode and no SCO links 

1.28s .64s 
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Case 8 Connection Establishment 

without inquiry, with paging in 

R2 mode and no SCO links 

2.56s 1.28s 

Case 9 Connection Establishment 

without inquiry, with paging in 

R1 mode and 1 SCO link 

2.56s .64s 

Case 10 Connection Establishment 

without inquiry, with paging in 

R2 mode and 1 SCO link 

5.12s 1.28s 

Case 11 Connection Establishment 

without inquiry, with paging in 

R1 mode and 2 SCO links 

3.84s .64s 

Case 12 Connection Establishment 

without inquiry, with paging in 

R2 mode and 2 SCO links 

7.68s 1.28s 

 

Table 5.1 

 In case 1 the average time it takes a unit to respond to an inquiry is 1.28s.  

However, paging doesn’t begin right after a slave responds to an inquiry message.  The 

master will continue inquiry procedure until either InquiryTO is exceeded or a required 

number of responses are gathered.  According to Bluetooth Specification InquiryTO can 

be anywhere from 1.28s to 61.44s.  However, 10.24s is sufficient to gather all possible 

responses from 7 slaves (which is the maximum possible number of slaves).  Thus it is 
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reasonable to assume that inquiry will last on average 10.24s.  The average duration of 

paging is 1.28s.  Thus connection establishment will take on average 11.52s in an error-

free environment. 

 In case 2 inquiry still takes about 10.24s.  Paging will now take on average 2.56s.  

So connection establishment will take 12.80s. 

 In case 3 the presence of one SCO link doubles the time it takes to page on all 

frequencies of one train, essentially doubling the time it takes to page a unit.  Therefore, 

even though we are using R1 mode, paging will last for 2.56s on average.  Inquiry will 

also be prolonged due to the presence of an SCO link.  The number of times a single train 

must be repeated in order to collect all possible responses is now 512 (as opposed to 

256).  At least three trains switches are needed, as mentioned in Chapter 3.  This makes 

inquiry last for 20.48s.  The connection establishment will therefore take 23.04s. 

 In case 4 paging will take 5.12s (double the usual duration of R2 mode paging 

2.56s).  Connection establishment will then take 25.60s. 

 In cases 5 and 6 inquiry will take 30.72s, because the presence of 2 SCO links 

triples the number of times a single train must be repeated.  In case 5 paging will take 

3.84s and in case 6 it will take 7.68s.  Connection establishment times are 34.56s and 

38.4s for case 5 and case 6, respectively. 

 In case 7 paging will take 1.28s and since connection establishment procedure 

consists only of paging in this scenario, it will take 1.28s.  In case 8 it will take 2.56s 

(average duration of a page in R2 mode). 



45 

  

 In case 9 paging and therefore connection establishment will take 2.56s.  In case 

10 it will take 5.12s.  In case 11 the duration of paging in R1 mode with 2 SCO links will 

be three times its normal value – 3.84s.  In case 12 it will last for 7.68s. 

 In all of the above scenarios we considered the error-free case.  We will consider 

the affects of lost packets later in the chapter. 

5.2 Performance of the new connection establishment procedure 
 

Now let us consider the same 12 case scenarios for the new connection 

establishment procedure.  However, we must modify the terminology a bit before we 

begin.  Previously we divided connection establishments into 2 general categories: ones 

done with inquiry and paging and ones done with paging alone.  In the new connection 

establishment procedure we shall assume that the first category is equivalent to making a 

connection to a device of type “foreign”, and the second category is equivalent to making 

a connection to a device of type “mine”. 

 In case 1 paginq will be done.  The maximum duration of paginq in R1 mode is 

1.28s.  The average duration is .64s, since this duration is uniformly distributed.  This is 

also the average duration of connection establishment in this case, since paginq performs 

both inquiry and paging at the same time.  The difference here is that the master doesn’t 

have to wait to get the responses from several slaves to finish inquiry.  Inquiry is stopped 

as soon as the desired response is obtained. 

 Because paging and inquiry are now linked we must modify the meaning of 

scenario 2 for the new connection establishment procedure.  Instead of inquiry being 

done in R1 mode and paging in R2 mode we now deal with paginq being done in R2 
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mode.  The maximum duration of paginq in this case is 2.56s and the average duration is 

1.28s. 

 For cases 3 and 4 we must consider how a presence of an SCO link affects the 

number of pageinq messages that must be sent.  An SCO link will take one slot out of six 

to send its own packet.  This is a problem for the current connection establishment 

procedure because the slot taken away by an SCO link carried messages on 2 frequencies.  

For a successful page or inquiry messages must be send on ALL frequencies of the train, 

therefore the train must be repeated so that the messages are sent on the missing 

frequencies.  Such a problem simply does not exist for the new connection establishment 

procedure because paginq messages are only sent on one frequency.  If an SCO 

connection should take away one slot we lose 2 messages, but we have 2 more identical 

messages coming up in the next slot.  So, an SCO link has no affect on the duration of 

paginq.  

 Cases 3 three and 4 are identical to cases 1 and 2.  So are cases 5 and 6.  This 

means in cases 3 and 5 the duration of connection establishment is .64s, and in cases 4 

and 6 it’s 1.28s. 

 Cases 7 through 12 are equivalent to connection establishment with “mine” 

devices.  In case 7 paging is done in R1 mode and its average duration is .64s.  In case 8 

paging is done in R2 and its average duration is 1.28s. 

 As mentioned above, the presence of SCO links has no affect on the duration of 

connection establishment under new rules.  So in cases 9 and 11 connection 

establishment will take .64s, and in cases 10 and 12 it will take 1.28s. 

 



47 

  

5.3 Comparing the results 
 
 As we could see in the previous section the new procedure is faster in every case.  

Figure 5.1 summarizes these results. 
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Figure 5.1 Comparing analytical results 

The exact amount of improvement of new procedure over the existing one depends on the 

relative frequency of each case.  We can see, for example, if case six is common the 

amount of improvement is greatest.  However it is difficult to say which case is common 

and which isn’t since we cannot predict the behavior of users quite yet.  So assuming all 

cases are equally frequent the average connection establishment time for the current 

procedure is: 

(11.5+12.80+23.04+25.6+34.56+38.4+1.28+2.56+2.56+5.12+3.84+7.68) 
                                                                                                                        =  14.078s                    
                                                    12 
 
And the average connection establishment time for the new procedure is .96s. 

 The new procedure improves upon the current procedure in two ways.  First it 

separates all devices into two types – “mine” and “foreign”.  If a connection has to be 
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made to a “mine” device no inquiry procedures (or procedures equivalent to inquiry) are 

required).   

Let us consider how this alteration alone affects connection establishment time.  

We know that the average connection establishment time for the old procedure is Dold = 

14.08s.  The average connection establishment time for connections set up with the help 

of inquiry is 24.32s.  The average connection establishment time for connections set up 

without inquiry is 3.84s.  The former case is equivalent to connection set up for “mine” 

devices, and the latter is equivalent to connection set up for “foreign” devices.  When the 

percentage split of the number of connections made to “mine” devices and the number of 

connections made to “foreign” devices is fifty/fifty the average connection establishment 

time is the same as that for the current procedure.  However, when the split is uneven, 

favoring the “mine” devices, the average connection set up time is less than that of the 

current procedure.  Figure 5.2 illustrates the above point.   

Connection set up duration as a function of a
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Figure 5.2 Connection set up time as a function of a 
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In the above figure a is the proportion of connections made to “mine” devices.  We 

predict that the left-most portion of the graph is unlikely.  Typical Bluetooth connections 

will mostly involve connecting peripherals to a laptop or a PC, which are examples of 

connections between two devices belonging to the same owner.  Moreover, it should be 

noted that Dold is only seemingly independent of a.  In the current scheme we simply 

don’t have the concepts of “mine” and “foreign”, so we cannot adequately represent the 

influence of the proportion of “mine” devices on Dold: even if devices belong to the same 

person they might still have to do inquiry sometimes before connection establishment.  

Under the current procedure if a is low, there is a higher chance that two devices will 

have to use inquiry to connect.  Since it is difficult to estimate this chance we simply use 

an average value for Dold . 

 The second part of the improvement was to get rid of hopping sequences and 

assign one frequency on which page messages would be sent and another frequency on 

which pageinq messages would be sent.  This had the effect of guaranteeing a reply to a 

page/pageinq message within one scanning period.  Thus, the maximum connection 

establishment time depended on the mode of scanning used.  This latter improvement is 

mostly responsible for the drastic reduction of the average connection set up time.   

 The two improvements may be implemented separately or together.  The second 

improvement alone will give a significant reduction in connection establishment, but will 

require fundamental alterations to the protocol and the Bluetooth chip.  The first 

improvement alone will require only minor software alterations, but will give a more 

moderate amount of reduction of connection establishment time.  When combined 
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together, the amount of improvement from the second alteration overwhelms the amount 

of improvement from the first.  
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Chapter 6: Summary 
 
 The Bluetooth system has a complicated and unique way of establishing 

connections between its hosts.  The reason it is so lies in the fact that Bluetooth is meant 

for creating ad-hoc networks.  Thus, the responsibility for orchestrating frequency 

synchronization is in the hands of devices themselves, not a central point of control.  This 

makes the matter complicated, because two devices with absolutely no knowledge of 

each other’s timing or frequency dwelling are supposed to find each other and make a 

connection with no outside help. 

 To solve this problem inquiry and paging procedures have been created.  These 

were described in general in Chapter 2 and in detail in Chapter 3.  Inquiry accomplishes 

the goal of finding the addresses of the devices in range.  It accomplishes this goal by 

having some units send out messages on different frequencies arranged in a well-known 

sequence called Inquiry Hopping Sequence and other units listen on the frequencies 

arranged in the same sequence.  Because units don’t know anything about each other’s 

timing the sending and receiving frequencies are misaligned.  It takes time for the 

sending unit to catch up to the frequency of the receiving unit and this is what makes 

Bluetooth connection establishment procedure lengthy. 

 Paging is done in much the same way as inquiry.  The difference being that now 

the address of the device being paged is known and some information about its timing 

might be known.  The latter is not always the case.  Thus, once again it takes some time 

for the units to catch up to each other’s frequencies.   
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 The main problem with lengthy connection establishment is the fact that it 

translates into longer response time for an application.  This can affect the performance 

of an application and will definitely annoy users.  Additionally power consumption is of 

primary concern in Bluetooth.  A trade off has to be made between idle mode power 

consumption and response time: increasing the sleep time will reduce power 

consumption, but will prolong the time before an access can be made.    

 My proposal for a new connection establishment procedure makes connection 

establishment faster without increasing power consumption.  I propose to get rid of 

Inquiry Hopping Sequence and Page Hopping Sequences and designate two frequencies 

one for Inquiry and one for Paging.  These frequencies should be taken out of regular 

usage to provide interference immunity. 

On the frequency designated for inquiry, inquiry messages can be sent and 

received.  This eliminates the importance of knowing the timing of each device you want 

to reach.  Basically, if the device is listening while you’re sending out inquiry messages it 

will respond immediately.  This is not the case with the existing connection 

establishment. 

On the frequency designated for paging, page messages can be sent and received, 

once again without concern for the timing of the other unit. 

The above technique reduces the duration of inquiry and paging.  I also proposed 

a way to eliminate the need to do inquiry in some of the cases of connection 

establishment.  My reasoning held in view of the fact that Bluetooth is a Personal Area 

Network and devices that will communicate with each other most often will belong to the 

same person.  That person can manually enter addresses of all devices he owns into every 
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device.  Thus, the owner of the devices completes the function of inquiry.  Alternatively a 

device can automatically learn and remember the addresses of other devices that it 

frequently communicates with.  Now, when one of these devices requests a connection 

with another from the same “set” no inquiry is needed.  When a connection has to be 

made to a device whose address is unknown a procedure I call “pageinq” is performed.  It 

is, as the name suggests, a combination of paging and inquiry.  It is performed on the 

second designated frequency and functions like current inquiry at first.  It collects the 

addresses of the devices in range until a desired one is returned.  At this point the 

exchange of packets becomes similar to that of current Master Response/Slave Response 

states after paging.  In other, words a connection is made.  It is an option under the new 

scheme not to establish a connection.  In this case it resembles the workings of the 

current inquiry procedure. 

The proposed procedure for connection establishment is always faster than the 

current one.  It also has the added advantage of being simpler and requiring less power 

expenditure then the old one.  Also, as we saw in Chapter 5, the duration of connection 

establishment doesn’t grow linearly with the growing number of already existing SCO 

connections, as does the old procedure, but is unaffected by it.  In fact, in the presence of 

errors the new procedure suffers a smaller penalty when a packet is lost than the old 

procedure, as mentioned in Chapter 4. 

6.1 Future Work    
 
 The results presented in this work were derived analytically.  A computer 

simulation of the new procedure might uncover more advantages or disadvantages of it.   
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 It would also be interesting to further study the user model.  It is  rather difficult 

to say how people will employ this technology – whether it will be popular at the work 

place or at home, whether people will keep one Bluetooth-enabled device as a universal 

communicator able to connect to many devices all over the world or will they have 

several ones to communicate amongst each other as is predicted. 

 The exact power expenditure on a connection establishment procedure is also of 

interest.  It is a considerable one, since in order to support connection establishment, 

procedures like inquiry scan and page scan must continuously be performed. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



55 

  

 

Table of Acronyms 
ACL Asynchronous Connectionless  
AM_ADDR Active Member Address 
ARQ Automatic Retransmit Query 
BD_ADDR Bluetooth Device Address 
BT Bluetooth 
CAC Channel Access Code 
CLK Clock 
CLKE Clock Estimated 
CLKN Clock Native 
CRC Circular Redundancy Check 
DAC Device Access Code 
DH (packet) Data-High rate 
DIAC Dedicated Inquiry Access Code 
DM (packet) Data-Medium rate 
DV (packet) Data-Voice 
FEC Forward Error Correction 
FSK Frequency Shift Keying 
GIAC General Inquiry Access Code 
HEC Header Error Check 
HV (packet) High-quality Voice 
IAC Inquiry Access Code 
ISM Industrial Scientific Medical 
LAN Local Area Network 
LAP Lower Address Part 
LMP Link Manager Protocol 
LSB Least Significant Bit 
MSB Most Significant Bit 
NIST National Institute of Standards and Technology 
PAN Personal Area Network 
RF Radio Frequency 
SCO Synchronous Connection-Oriented 
SEQN Sequence Number 
SIG Special Interest Group 
UAP Upper Address Part 
WLAN Wireless Local Area Network 
 
 

 

 



56 

  

 

 
 

References 
 
 
[1]   Bluetooth Specification Version 1.0B 
 
[2]   I. Maric, Connection Establishment in the Bluetooth System, Oct. 2000 
 
[3]   Bluetooth White Paper 1.1, © AU-System, Jan. 2000 
 
[4]   N. Golmie, F. Mouveaux, Modeling and Simulation of MAC Protocols for Wireless    
        Devices, NIST, Sept. 2000 
 
[5]    MobilianTM, Wi-FiTM(802.11b) and BluetoothTM: An Examination of Coexistence  
        Approaches, Apr. 2001 
 
[6]    J.C. Haartsen, The Bluetooth Radio System, IEEE Personal Communications, pp.  
        28-36, Feb. 2000 
 
[7]    B. Raman, P. Bhagwat, S. Seshan, Arguments for Cross-Layer Optimizations in  
        Bluetooth Scatternets, Symposium on Applications and the Internet, 2001.  
        Proceedings, pp. 176 - 184 
 
[8]    T. Salonidis, P. Bhagwat, L. Tassiulas, R. LaMaire, Distributed Topology     
        Construction of Bluetooth Personal Area Networks, IEEE INFOCOM 2001.            
        Proceedings. IEEE, Volume: 3, 2001, pp. 1577-1586 
 
[9]    S. Mattisson, Low-Power Considerations in the Design of Bluetooth, Symposium    
        on Low Power Electronics and Design, 2000. ISLPED ’00. Proceedings, pp. 151- 
        154 
 
[10]  A. El-Hoiydi, Interference Between Bluetooth Networks – Upper Bound on the  
         Packet Error Rate, IEEE Communications Letters, Vol. 5, No. 6, pp. 245-247, Jun.  
         2001 
 
[11]  D. D. Wackerly, W. Mendenhall III, R. L. Scheaffer, Mathematical Statistics with  
        Applications, Duxbury Press, 1996 
 
 
 
 


